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Background:

Multi -Robot Systems 



Typical Tasks for Multirobot Teams

ÅMapping and exploration

ÅTarget tracking

ÅCarrying objects

ÅPlaying team games

ÅConstruction

ÅInspection

ÅSensing and monitoring

Caloud et al; 1990

CMPack; 2002

From N. Kalra, PhD CMU, 2006



Why Multiple Robots?

ÅFaster execution

ÅMore robust

ÅSimpler robots

ÅMore solutions

ÅTask requires it

From N. Kalra, PhD CMU, 2006



Why Not Multiple Robots?

ÅNeed comms

ÅMore complexity

ÅHarder to test

ÅN x the trouble

ÅExpensive

From N. Kalra, PhD CMU, 2006



Goal of a Multirobot Team

Coordinate to distribute tasks and resources

in a way that leads to efficient and robust 

mission completion.



Challenges

ÅDynamic events

ÅChanging task demands

ÅResource failures

ÅAdversaries

ÅLimited sensing, planning, and actuation

ÅLimited communication

ÅDiverse team



Machine -Learning 

Methods: 

Motivation and 

Terminology



Why Machine-Learning?
ÅComplementary to a model-based/engineering 

approaches: when low-level details matter 

(optimization), good models do not exist 

(environment unpredictability), or search for 

innovative and robust solutions (design)

ÅWhen the design/optimization space is too big 

(infinite)/too computationally expensive(e.g. NP-

hard) to be systematically searched

ÅAutomatic design and optimization techniques

ÅRole of the engineer refocused to performance 

specification, problem encoding, and customization of 

algorithmic parameters (and perhaps operators)



ML Techniques: Classification Axis 1

ï Supervised learning: off-line, a teacher is available

ï Unsupervised learning: off-line, teacher not available 

ï Reinforcement-based (or evaluative) learning: on-
line, no pre-established training and evaluation data 
sets



ML Techniques: Classification Axis 2

ïIn simulation: reproduces the real scenario in simulation and 
applies there machine-learning techniques; the learned 
solutions are then downloaded onto real hardware when 
certain criteria are met

ïHybrid: most of the time in simulation (e.g. 90%), last 
period (e.g. 10%) of the learning process on real hardware

ïHardware-in-the-loop: from the beginning on real hardware 
(no simulation). Depending on the algorithm more or less 
rapid 



ML Techniques: Classification Axis 3

ïOn-board: machine-learning algorithm run on the system to 
be learned (no external unit)

ïOff-board: the machine-learning algorithm runs off-board 
and the system to be learned just serves as embodied 
implementation of a candidate solution

ML algorithms require often fairly important 

computational resources (in particular for population-

based algorithms), therefore a further classification is:



ML Techniques: Classification Axis 4

īPopulation-based (ñmulti-agentò): a population of 
candidate solutions is maintained by the algorithm, for 
instance Genetic Algorithms (individuals), Particle Swarm 
Optimization (particles), Particle Filter (particle), Ant 
Colony Optimization (tour solution set, etc.); it can refer 
also to the fact that multiple agents are needed to build the 
solution set, for instance in virtual ants as core multi-agent 
principle in Ant Colony Optimization

īHill -climbing (ñsingle-agentò): the machine-learning 
algorithm work on a single candidate solution and try to 
improve on it; for instance, (stochastic) gradient-based 
methods, reinforcement learning algorithms



Particle Swarm Optimization



Flocking and Swarming Inspiration

Principles:

ÅImitate

ÅEvaluate

ÅCompare



PSO: Terminology

ÅPopulation: set of candidate solutions tested in one time step, consists of m 

particles (e.g., m = 20)

ÅParticle: represents a candidate solution; it is characterized by a velocity 

vector v and a position vector x in the hyperspace of dimensionD

ÅEvaluation span: evaluation period of each candidate solution during a 

single time step (algorithm iteration); as in GA the evaluation span might 

take more or less time depending on the experimental scenario

ÅLife span: number of iterations a candidate solution survives

ÅFitness function: measurement of efficacy of a given candidate solution 

during the evaluation span

ÅPopulation manager: update velocities and position for each particle 

according to the main PSO loop



Evolutionary Loop: Several 

Generations

Initialize particles

Perform main PSO loop

End criterion met?

End

Start

N
Y

Ex. of end criteria:

Å# of time steps

Åbest solution performance

Åé



Initialization: Positions and Velocities



The Main PSO Loop ïParameters 

and Variables
Å Functions

ï rand ()= uniformly distributed random number in [0,1]

Å Parameters

ïw: velocity inertia  (positive scalar)

ï cp: personal best coefficient/weight (positive scalar)

ï cn: neighborhood best coefficient/weight (positive scalar)

Å Variables

ï xij(t): position of particle i in the j-th dimension at time step t (j = [1,D])

ï vij(t): velocity particle i in the j-th dimension at time step t

ï : position of particle i in the j-th dimension with maximal fitness up to 
iteration t

ï : position of particle iô in the j-th dimension having achieved the 
maximal fitness up to iteration t in the neighborhood of particle i

)(* txij

)(* tx ji¡



The Main PSO Loop 
(Eberhart, Kennedy, and Shi, 1995, 1998)

for each particle i

update 

the 

velocity 
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The main PSO Loop

- Vector Visualization

*
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Here I 

am!
The position with

optimal fitnessof my 

neighborsup to date

My position for optimal 

fitness up to date
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Neighborhood Types

ÅSize: 
ïNeighborhood index considers also the particle itself in 

the counting 

ïLocal: only k neighbors considered over m particles in 
the population (1 < k < m); k=1 means no information 
from other particles used in velocity update

ïGlobal: m neighbors

ÅTopology:
ïGeographical

ïSocial

ïIndexed

ïRandom

ïé



Neighborhood Examples: 

Geographical vs. Social

geographical social



Neighborhood Example: Indexed 

and Circular (lbest)

Virtual circle

1
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8 2Particle 1ôs 3-

neighbourhood



A Simple PSO Animation

© M. Clerc



Expensive Optimization and 

Noise Resistance



Expensive Optimization Problems

1. Time for evaluationof candidate solutions (e.g., 

tens of seconds) >> time for application of 

metaheuristicoperators (e.g., milliseconds)

2. Noisy performance evaluations disrupt the 

adaptation process and require multiple evaluations 

for actual performance

Two fundamental reasons making robot control design 
and optimization expensive in terms of time:



Expensive Optimization Problems
1. Time for evaluationof candidate >> time for 

application of metaheuristicoperators

ÅExample: obstacle avoidance

ÅRobots need to encounter 
obstacles to learn to avoid 
them

ÅEvaluation span 20-60 s 
depending on size of the 
arena

ÅCurrent processors can 
execute several million 
instructions in that time (e.g. 
ARM Cortex-A9 ~5000 
MIPS)

[Di Mario and Martinoli, Robotica, 2013]



Expensive Optimization Problems

2. Noisy performance evaluations disrupt the adaptation 

process and require multiple evaluations for actual 

performance

fitness

#
 e

va
lu

a
ti
o

n
s

ÅMultiple evaluations at the 
same point in the search 
space yield different results

ÅExample: fitness distribution 
for obstacle avoidance

ÅNoise from: sensors, 
actuators, initial conditions, 
other robots.

ÅNoise causes decreased 
convergence speed and 
residual error

[Di Mario and Martinoli, Robotica, 2013]



Reducing Evaluation Time

General recipe: exploit more abstracted, calibrated 

representations (models and simulation tools)  

See also model-based 

methods



Dealing with Noisy Evaluations

ÅBetter information about candidate solution can be obtained by 
combining multiple noisy evaluations

ÅWe could evaluate systematically each candidate solution for a
fixed number of timesŸ not efficient from a computational 
perspective

ÅWe want to dedicate more computational time to evaluate 
promising solutions and eliminate as quickly as possible the 
ñluckyò ones

ÅIdea: re-evaluate and aggregate Ÿ each candidate solution might 
have been evaluated a different number of times Ÿ compare the 
aggregated value

ÅIn GA good and robustcandidate solutions survive over 
generations; in PSO they survive in the individual memory

ÅUse dedicated functions for aggregating multiple evaluations: 
e.g., minimum and average or generalized aggregation functions 
(e.g., quasi-linear weighted means), perhaps combined with a 
statistical test for comparing resulting aggregated performances



GA PSO



Testing Noise-Resistant GA and 

PSO on Benchmarks

ÅBenchmark 1 : generalized Rosenbrockfunction

ï24 and 30 real parameters

ïMinimize objective function

ïExpensive only because of noise

ÅBenchmark 2: obstacle avoidance on a robot

ï22 real parameters

ïMaximize objective function

ïExpensive because of noise and evaluation time



Benchmark Functions

ÅGoal: minimization of a given f(x)

ÅStandard benchmark functions with arbitrary number of terms 

(e.g., n= 30) and number of iterations (e.g., 20000)

ÅAll x i constrained to [-5.12, 5.12]



Benchmark functions
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Benchmark 1: Gaussian Additive Noise 

on Generalized Rosenbrock

Notes: 
Å Fair test (same number of 

evaluations for noise-resistant 

and canonical algorithm)

Å Quantitative Results severely 

biased by:

- Low number of runs (20)

- Number of particle (20) < 

dimension of the problem 

(30)

[Pugh et al., SIS 2005]



Benchmark 1: Gaussian Additive Noise 

on Generalized Rosenbrock

Notes: 
Å Fair test (same number of evaluations for 

noise-resistant and canonical algorithm)

Å 1000 runs

Å Number of particles = number of 

dimensions (24)

Å Difference with noise-resistance 

algorithms further outlined by additive 

non Gaussian noise (e.g., Bernoulli 

distribution)

[Di Mario et al., CEC 2014, submitted]



Benchmark 2:

Obstacle Avoidance on a Mobile Robot

ÅSimilar to [Floreano and 
Mondada 1996]

ïDiscrete-time, single-layer, artificial 
recurrent neural network controller

ïShaping of neural weights and biases 
(22 real parameters)

ïfitness function: rewards speed, 
straight movement, avoiding 
obstacles

ÅDifferent from [Floreano and 
Mondada 1996]

ïEnvironment: bounded open-space 
of 2x2 m instead of a maze

V = average wheel speed, ȹv = difference 

between wheel speeds, i = value of 

most active proximity sensor

[Pugh J., EPFL PhD Thesis No. 4256, 2008]



Baseline Experiment: 

Extended-Time Adaptation
Å Compare the basic algorithms 

with their corresponding noise-
resistant version

Å Population size 100, 100 
iterations, evaluation span 300 
seconds (150 s for noise-
resistant algorithms)Ÿ 34.7 
days

Å Fair test: same total evaluation 
time for all the algorithms

Å Realistic simulation (Webots)

Å Best evolved solutions averaged 
over 30 evolutionary runs

Å Best candidate solution in the 
final pool selected based on 5 
runs of 30 s each; performance 
tested over 40 runs of 30s each

Å Similar performance for all 
algorithms

[Pugh J., EPFL PhD Thesis No. 4256, 2008]



Where Can Noise-Resistant 

Algorithms Make the Difference?

ÅLimited adaptation time 

ÅSudden change in noise distribution

ÅLarge amount of noise

Notes:

Åall examples from shaping obstacle avoidance behavior

Åbest evolved solution averaged over multiple runs

Åfair tests: same total amount of evaluation time for all the 

different algorithms (standard and noise-resistant)



Limited-Time Adaptation Trade-Offs

Å1 robot

ÅTotal adaptation time = 

8.3 hours (1/100 of 

previous learning time)

ÅTrade-offs: population 

size, number of 

iterations, evaluation 

span

ÅRealistic simulation 

(Webots)
Varying population size vs.

number of iterations

Good with small 

populations

[Pugh J., EPFL PhD Thesis No. 4256, 2008]

No advantage



Sudden Change of Noise Distributions
ÅMove from realistic simulation (Webots) to real 

robots after 90% learning (even faster evolution)

ÅNoise-resistance helps speeding up learning after 
transition

[Pugh J., EPFL PhD Thesis No. 4256, 2008]



Hybrid Adaptation vs Only Real 

Robots

ÅNoise resistant version

ÅHybrid: 30 iterations in 
simulation, then 30 
iterations on real 
robots

ÅAchieves similar 
fitness as running 60 
iterations on real 
robots

ÅRequires half the real 
robot evaluation time

[Di Mario and Martinoli, Robotica, 2013]



Increased Noise Level ïSet-Up

ÅScenario 1: One robot 

learning obstacle 

avoidance

ÅScenario 2: One robot 

learning obstacle 

avoidance, one robot 

running pre-evolved 

obstacle avoidance

ÅScenario 3: Two robots 

co-learning obstacle 

avoidance

Idea: more robots more noise (as perceived from an individual robot); no 

ñstandardò com between the robotsbut in scenario 3 information sharing 

through the population manager!

1x1 m arena, PSO, 50 iterations, scenario 3

[Pugh et al, IEEE SIS 2005]



Increased Noise Level ïSample Results

[Pugh et al, IEEE SIS 2005]



From Single to 

Multi -Unit Systems:

Co -Adaptation in a 

Shared World



Adaptation in Multi-Robot Scenarios

ÅCollective: fitness 

become noisy due to 

partial perception, 

independent parallel 

actions



Credit Assignment Problem

With limited communication, no communication at all, or partial perception:



Co -Adaptation in a 

Collaborative Framework



Co-Shaping Collaborative Behavior

Three orthogonal axes  to consider (extremities and 

balanced solutions are possible):

1. Performance evaluation: 

individualvs. group fitness or reinforcement

2. Solution sharing: 

privatevs. public policies

3. Team diversity: 

homogeneousvs. heterogeneouslearning



Multi -Agent Algorithms for 

Multi -Robot Systems

Policy Performance Sharing Diversity

i-pr-he individual private heterogeneous

i-pr-ho individual private homogeneous

i-pu-he individual public heterogeneous

i-pu-ho individual public homogeneous

g-pr-he group private heterogeneous

g-pr-ho group private homogeneous

g-pu-he group public heterogeneous

g-pu-ho group public homogeneous



Policy Performance Sharing Diversity

i-pr-he individual private heterogeneous

i-pr-ho individual private homogeneous

i-pu-he individual public heterogeneous

i-pu-ho individual public homogeneous

g-pr-he group private heterogeneous

g-pr-ho group private homogeneous

g-pu-he group public heterogeneous

g-pu-ho group public homogeneous

Do not make sense (inconsistent)

Interesting (consistent)

Possible but not scalable

MA Algorithms for MR Systems



Example of collaborative 

co-learning with binary 

encoding of 100 

candidate solutions 

and 2 robots

MA Algorithms for MR Systems



Co -Shaping Obstacle 

Avoidance

ÅEffects of robotic group size

ÅEffects of communication constraints



MA Algorithms for MR Systems



Distributed Robotic Adaptation

ÅFor an individual-public-heterogeneous policy: 

ïStandard solution: off-boardadaptation using a centralized

population manager

ïNew solution [Pugh, SIJ 2009]: on-board on-boardadaptation 

using a distributedpopulation manager

ÅFully scalable solution, no single-point of failure

ÅWhy PSO:

ïappears interesting since this metaheuristic works well with 

small pools of candidate solutions: candidate pool size å 

robot team size

ïlimited particle neighborhood sizes Ÿ scalable, on-board 

operation



Varying the Robotic Group Size



Varying the Robotic Group Size



Varying the Robotic Group Size



Varying the Robotic Group Size



Varying the Robotic Group Size ï

Evolving vs. Testing Environment

ÅPSO only; number 

of particles = 10

ÅGradually increase 

number of robots 

on team

ÅUp to 10x faster 

learning with little 

performance loss

ÅArena 3x3 m

[Pugh and Martinoli, Swarm Intelligence J., 2009]



Distributed Adaptation with

Real Robots

Before adaptation (5x speed-up)



Distributed Adaptation with

Real Robots

After adaptation (5x speed-up)



Increasing Number of Robots: 

Impact of Noise Resistance
Å Webotsexperiments 

Å1x1 m arena (high density!)

ÅFair test: same amount of total  

evaluation time for each bar

ÅPerformance decreases with 

number of robots (more difficult to 

avoid in overcrowded arenas)

ÅNoise-resistance make the 

difference in high density (i.e. 

noisier) scenarios 

[Di Mario and Martinoli, Robotica, 2013]



Impact of Limited Time Adaptation

ÅWebotsexperiments 

Å1x1 m arena (high density!)

Åfull -time adaptation: 417 h 

Ålimited time adaptation: 8h

Å52 times smaller evaluation time, 17% 

max drop in performance

Åsame obstacle avoidance strategy

Recipe:

1. Evaluation span include at 

least 1 interaction

2. Swarm size = dimension of 

parameter space

3. Use noise-resistant algorithms

4. Dedicate max time budget to 

iterations

[Di Mario and Martinoli, Robotica, 2013]



Conclusion for 

Machine -Learning Methods



Take Home Messages
ÅEvaluative machine-learning techniques are key for 

robotic adaptation

ÅComputationally efficient, noise-resistant algorithms can 

be obtained with a simple aggregation criterion in the 

main algorithmic loop

ÅSeveral successful strategies have been designed for 
dealing with collective-specific problems; they 
differentiate along three axes: public/private; 
homogeneous/heterogeneous, individual/group

ÅMulti -robot platforms can be exploited for testing in 
parallel multiple candidate solutions.

ÅPSO appears to be well suited for fully distributed on-
board operation and strategies based local proximity-
based neighborhood have been successfully tested
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Model -Based Methods: 

Motivation and 

Experimental Invariants



Examples of Case Studies 

[Martinoli et al., RAS1999;   

Agassounonet al., AR2004]

Seed-Chain Assembling
(10 KheperaI ï5.5 cm)

[Beckerset al.,  SAB 1994; Martinoli et 

al., ECAL 1999]

Puck Aggregation
(5 robots ï25 cm)



Examples of Case Studies

Wireless-Based Swarming 
(7 Linuxbots, 24 cm)

[Nembrini et al., SAB 2002; Winfield et 

al., SIJ2008]

Wireless-Based Swarming 
(40 e-pucks, 7 cm)

[Pereira et al., IROS 2013]

7.5x



Experimental Invariants

ÅShort-range, crude, noisy proximity sensing

ÅFull mobility but limited navigation (no planning, no 

absolute localization)

ÅSometime short-range communication channels 

(typically used as a teammate sensor, sharing IDs)

ÅReactive, behavior-based control, with a few internal 

states

ÅNo overcrowded arenas

ÅMultiple runs (typically 5+) for the same experimental 

parameters; randomized robot poses at the beginning



Motivation for Modeling

ÅUnderstanding the interplay of the various elements 
of the system (e.g., robot features, robot numbers, 
environment, noise level)

ÅHaving additional tools for designing and optimizing 
the distributed stochastic robotic system 

ÅDelivering performance predictions for the ensemble 
in shorter time or before doing actual experiments

ÅInvestigating experimental conditions difficult or 
impossible to reproduce in reality

ÅFormally analyzing system properties 



Methodological 

Framework



Modeling Choices
ÅGray-box approach: to easily incorporate a priori 

information (e.g., # of agents, technological and 

environmental features)

ÅProbabilistic: to capture noisy interactions, noisy robotic 

components, stochastic control policies, and enable 

aggregation schemes towards abstraction

ÅMulti -level: to represent explicitly different design 

choices, trade off computational speed and faithfulness to 

reality, bridge mathematically tractable models and reality 

in an incremental way
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Modeling Assumptions:  

Semi-MarkovianProperties 

Å Description for environment and multi-robot system using 
states

Å The system future state is a function of the current state (and 
possibly of the amount of time spent in it)

Submicroscopic
(pose, S&A state, etc.)

pin pout

Tx

Sx

Microscopic/Macroscopic
(transition probabilities, state 

duration)



Modeling Assumptions: Spatiality
Å nonspatialmetrics for collective performance

Å well-mixed system because of simple navigation, multiple 
randomized interactions in a convex environment, multiple runs 
with randomized initial conditions, no overcrowding (sparseness)

R

R

O

O

O

Submicroscopic:

spatial

Micro/macroscopic:

nonspatial
O

R

Free space



Model Structure and Control Design

Å Robot controller designed from a local perspective, with sub-

microscopic/physical details in mind (behavior-based control, 

behavioral implementation arbitrary)

Å Resulting control is by definition fully distributed

Å Exploit controller blueprint at submicroscopic/physical level as 

structure for higher level of abstraction (ñbehavior = stateò)

Search Avoidance

Obstacle detected

Grip

Obstacle avoided



Å Number of parameters: decreasing with increasing abstraction

Å Incremental calibration: a given level can be calibrated on the 
underlying one using aggregation techniques (e.g., first moment 
for a distribution at lower abstraction level)

Å Explicit representation: any system and design parameter of 
interest should be captured explicitly at a given level

Å Multiple calibration methods for system parameters:
ï Ad hoc experiments (e.g., interaction time, sensor transfer functions)

ï System identification techniques (constrained parameter fitting)

ï Statistical verification techniques (e.g., trajectory analysis)

Å Multiple optimization methodsfor design parameters (including 
control ones):
ï Metaheuristicmethods (GA, PSO, etc.)

ï Convex optimization methods 

ï Reinforcement learning, stochastic gradient descent

ï Canonical analytical/numerical optimization techniques 

Model Parameters and 

Control Optimization



A Seminal Case Study: 

The Stick -Pulling Experiment



The Set-Up

Proximity 

sensors

Arm elevation

sensor

Physical Set-Up Collaboration via indirect communication

Å2-6 robots

Å4 sticks

Å40 cm radius arena

IR reflective

band



Systematic Experiments

Real robots Submicroscopic model

Å[Martinoli and Mondada, ISER, 1995]

Å[Ijspeert et al., AR, 2001]



Experimental and Realistic 

Simulation Results

ÅReal robots (3 runs) and realistic simulations (10 runs)

ÅSystem bifurcationas a function of #robots/#sticks

Nrobots > Nsticks

NrobotsÒNsticks



Geometric Probabilities
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From Reality to Abstraction

Deterministic 

robotôs flowchart

Probabilistic agentôs

flowchart

PFSMNonspatiality

& microscopic

characterization



Full Macroscopic Model

Å6 states: 5 DE + 1 cons. EQ

¶Ti,Ta,Td,TcÍ  0; Txyz = Tx + Ty + Tz

¶TSL= Shift Left duration

¶[Martinoli et al.,IJRR, 2004] 
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with time-varying coefficients 

(nonlinear coupling):



Swarm Performance Metric 

C(k) = pg2Ns(k-Tca)Ng(k-Tca)

e
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 (k)C

: mean # of 

collaborations at 

iteration k

: mean collaboration rate 

over Te

Collaboration rate: # of sticks per time unit



Results (Standard Arena)

Submicro (10 runs)

Micro (100 runs)

Macro (1 run)

Discrepancies 

because of ODE 

approximations 

(nonlinearities + 

discrete exact vs. 

average quantities)



Results: 4 x #Sticks, #Robots and 

Arena Area

Submicro (10 runs)

Micro (100 runs)

Macro (1 run)



Reducing the Macroscopic Model

Ti,Ta,Td,Tc << TgŸTi=Ta=Td=Tc=0

Goal: reach 

mathematical 

tractability



Nonlinear coupling!

Reduced Macroscopic Model

Search Grip

Ns = average # robots in searching mode

Ng= average # robots in gripping mode

N0 = # robots used in the experiment

M0 = # sticks used in the experiment

G = fraction of robots that abandon pulling

Te = maximal number of iterations

k = 0,1, éTe (iteration index)

Ns(k+1) = 

Ng(k+1) =

Ns(k) ïpg1[M 0ïNg(k)]Ns(k)

successful

+ pg2Ng(k)Ns(k)

unsuccessful

+ pg1[M 0ïNg(k-Tg)]G(k;0)Ns(k-Tg)

N0 ïNs(k+1)

Ô
-=

-=G
k

Tkj

sg

g

jNpk )](1[)0;( 2

Ns(0) = N0, Ng(0) = 0

Ns(k) = Ng(k) = 0 for all k<0

Initial conditions and causality



Results Reduced Microscopic Model

Å4 robots, 4 sticks, Ra = 40 cm Å16 robots, 16 sticks, Ra = 80 cm

ÅMicroscopic (100 runs) and macroscopic models overlapped

ÅOnly qualitatively agreementwith submicroscopic/real robots results



Steady State Analysis 

(Reduced Macro Model)

ÅSteady-state analysis [Nn(k+1) = Nn(k)] Ÿ It can be demonstrated that:

g

opt
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forT

+
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0

0

with N0 = number of robots and M0= number of sticks, 

Rg approaching angle for collaboration

ÅCounterintuitive conclusion: an optimal Tg can exist also in

scenarios with more robots than sticksif the collaboration is 

very difficult (i.e. Rg very small)! 

´

approaching angle for collaboration



Analysis Verification 

(Micro and Macro Full Model)

gg RR
10

1~
=

20 robots and 16 sticks 

(optimal Tg)

Example: (collaboration very difficult)



Å can be computed numericallyby integrating the full 

model ODEs or solving the full model steady-state equations

Optimal Gripping Time

ÅSteady-state analysis Ÿ can be computedanalyticallyin 

the simplified model (numerically approximated value):
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with b= N0/M0 = ratio robots-to-sticks

[Lerman et al, Alife Journal,2001], [Martinoli et al, IJRR, 2004]
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Journal Publications using 

the Same Framework

Stick Pulling
Å[Martinoli, Easton, Agassounon, Int. J. of Robotics Res., 2004]

Å[Lerman, Galstyan, Martinoli, Ijspeert, Artificial Life, 2001]

Å[Ijspeert, Martinoli, Billard, Gambardella, Auton. Robots,2001]

Object Aggregation
Å[Agassounon, Martinoli, Easton, Autonomous Robots,2004]

Å[Martinoli, Ijspeert, Mondada, Robotics and Auton. Systems1999]

Robot Aggregation and Swarming (Ÿ unbound arena)
Å[Winfield, Liu, Nembrini, Martinoli, Swarm IntelligenceJ., 2008]

Å[Correll and Martinoli, Int. J. of Robotics Res., 2011]

Coverage (Ÿ micro/macro spatial models)

Å[Prorok, Correll, and Martinoli, Int. J. of Robotics Res., 2011]



Extending the Framework: 

Towards Automation

Grégory Mermoud

PhD EPFL 2012
Finalist George Giralt 2013 

European PhD award

STAR monograph 2014



Multi -Level Modeling

Microscopic (spatial): Agent-Based 

model, 1 particle = 1 agent

Macro-stochastic: Chemical Reaction 

Network, stochastic simulations

Physical reality: real experiments, 

imaging with overhead cameras, tracking 

software

Submicroscopic: faithful representation of 

the particles (e.g., geometry, S&A) and the 

environment (e.g., friction, gravity, inertia)

Macro-deterministic: rate equations, 

mean field approach, whole population

Microscopic (non-spatial): Monte Carlo 

model, 1 particle = 1 agent
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Multi -Level Modeling
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Microscopic (spatial): Agent-Based 

model, 1 particle = 1 agent

Macro-stochastic: Chemical Reaction 

Network, stochastic simulations

Macro-deterministic: rate equations, 

mean field approach, whole population

Microscopic (non-spatial): Monte Carlo 

model, 1 particle = 1 agent

Underlying physical platforms 

and submicroscopic models may 

vary dramatically.

AUTOMATION



Alice Self-Assembly

10 runs

452 species

1474 reactions

Real System 

(tracking)

M3 Framework

V ṍ

[Evans et al.,  ICRA 2010]



40 runs

6 species

12 reactions

Lily Self-Assembly

mean

1.96·ů

[Di Mario et al.,  IROS 2011]


